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“Tussle in Cyberspace”

• What tussles have we studied this semester?



Choice in routing

• Current Internet: routes fixed within the network

• Each router makes part of the route choice
• Picks one option for each destination & advertises 

that one option

• Technical problems

• Single offered path may be broken, congested, 
insecure

• Decision-makers (in the network) may not have 
useful information (at end-hosts)



Choice in routing

• Tussle problem: architecture gives no way to enable 
choice even if involved parties want it

• In IP, difficult to specify complex choices (typically 
just get to specify destination)

• No infrastructure for exposing extant choices

• One solution: separate routing from the network by 
letting packet specify a route

• Switch quickly in response to failures
• Use multiple routes simultaneously
• Better load balance, more efficient use of capacity
• Competition among providers



Multipath Interdomain Routing

• Learn routes through BGP 
as before

• But any pair of ASes may 
coordinate to set up a 
tunnel to provide additional 
routes

• Advantages / disadvantages?

[Xu, Rexford, SIGCOMM ’06]
3. MIRO PROTOCOL DESIGN
To provide greater flexibility in path selection, we propose ex-

tending BGP into a multi-path routing protocol, while keeping the

goals of scalability, control for intermediate ASes, and backwards

compatibility in mind. In this section, we present the key features

of MIRO: AS-level path-vector routing for scalability, pull-based

route retrieval for backwards compatibility and scalability, bilateral

negotiation between ASes to contain complexity, selective export

of extra routes for scalability and to give control to intermediate

ASes, and tunneling in the data plane to direct packets along the

chosen routes. For simplicity, we treat each AS as a single node

and defer the technical details of MIRO until Section 4.

3.1 AS-Level Path-Vector Protocol
MIRO represents paths at the AS level—as in today’s BGP, each

AS adds its AS number to the AS-path attribute before propagating

a route announcement to a neighboring domain. Although AS-level

path selection seems natural for an interdomain routing protocol,

other options exist. For example, some source-routing proposals

suggest that all routers in the Internet be exposed to allow link-level

path selection. However, we argue that link-level path selection

exposes too much of the internals of intermediate ASes and limits

their control over the flow of traffic. In addition, supporting link-

level path selection would require the protocol to propagate a large

amount of state, and to update this state when internal topology

changes occur.

We argue that routing at the AS level is the right choice. First,

each AS is owned and managed by a single authority, making the

AS a natural entity of trust and policy specification. Second, rout-

ing at the AS level is more scalable than at the link level, and each

AS can hide its internal structure and adjust the flow of traffic with-

out affecting the AS path. Third, because business contracts are

often signed by authorities rather than individual users, it is easier

to verify that the performance and reliability of a route conforms to

an AS-level contract. Although some recent papers consider group-

ing related ASes and routing packets at the AS-group level [1, 14],

we advocate keeping the AS as the base granularity of path selec-

tion for simplicity. In MIRO, groups of related ASes can cooperate

by revealing extra paths to other ASes inside the same group.

3.2 Pull-based Route Retrieval
Many ASes and end users are satisfied with the default routes

provided by BGP. Having each AS propagate alternate routes to

every neighbor would severely limit the scalability of interdomain

routing, and would also force all ASes to deploy the new protocol.

Instead of pushing extra routes to all neighbors, MIRO has ASes

actively solicit alternate routes only when needed. For example, in

Figure 3, AS A is the only AS that is unsatisfied with its default

route (ABEF). As a result, AS A asks AS B to advertise alterna-

tive routes, possibly including a routing policy (e.g., “avoid routes

traversing AS E”) in the request. All other ASes simply use their

default routes and incur no additional overhead.

ASes that have not deployed our multi-path extensions to BGP

can continue to use today’s version of the protocol. For example,

ASes C and F do not need to run the enhanced protocol for AS

A to be able to query AS B for extra routing options. Each AS

can decide on its own whether to deploy the enhanced protocol so

that a value-added service could be offered to others, such as its

customers. In the evaluation section, we show that even a modest

deployment of MIRO by a few tier-1 and tier-2 ISPs would be suf-

ficient to expose much of the underlying path diversity in today’s

AS-level topology, making it possible for early adopters to enjoy

significant gains. This can encourage other ISPs to deploy the pro-
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Figure 3: Multi-path Routing Example

tocol in order to compete effectively with these early adopters in

providing value-added services to their customers.

3.3 Bilateral Negotiation Between ASes
MIRO is based on bilateral negotiation between ASes, where one

AS asks another to advertise alternate routes. Bilateral negotiation

simplifies the protocol, and it reflects the fact that AS business re-

lationships are often bilateral anyway. In Figure 3, negotiating with

AS B would be sufficient for AS A to learn a path to F that circum-

vents E. In bilateral negotiations, we refer to the AS initiating the

negotiation as the requesting AS and the other AS as the respond-

ing AS. The AS closer to the packet source is the upstream AS and

the one closer to packet destination is the downstream AS. In the

example in Figure 3, AS A is the requesting AS and the upstream

AS, and AS B is the responding AS and the downstream AS.

Although we focus on bilateral negotiations, an AS can easily ap-

proximate multi-party negotiation by making requests to two ASes.

In Figure 3, AS A may ask several ASes (e.g. B and D) to adver-

tise additional paths, with the goal of discovering paths that avoid

traversing AS E. Also, in responding to a request, an AS may pro-

vide additional paths obtained from another negotiation asnew can-

didates. For example, AS B might query AS C to advertise alter-

nate paths as part of satisfying the request from AS A, if C were not

already announcing a path that avoids AS E. Still, we do not envi-

sion that multi-hop negotiation would need to take place very often,

since most paths through the Internet are short, typically traversing

four AS hops or less.

In the simplest case, an AS negotiates with an immediate neigh-

bor, as in the example where AS A negotiates with B or D. Al-

lowing negotiation with other ASes provides much greater flexibil-

ity, especially when the adjacent ASes have not deployed the new

multi-path routing protocol. For example, suppose ASes B and D

[Figure from Xu et al.]
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Fig. 2. Example of the strict provider-rooted hierarchical addressing. For
clarity, we only show address allocation for the dark region.

address space, or with a variable length address. For the sake of
concreteness, we use IPv6 address [14], which is 128-bit long.
Using IPv6 addresses has the benefit that NIRA’s packet header
could be the same as the IPv6 header. We use the first 96-bit
of an address as an inter-domain address prefix that is hierar-
chically allocated from a provider to a customer; the remaining
32-bit is an intra-domain address that identifies a network loca-
tion inside a domain. If allocated prudently, 96 bits could ad-
dress up to domains. In any foreseeable future, the number
of domains in the Internet is unlikely to be anywhere close to
that number. So we think that an IPv6 address is a reasonable
choice. This design choice also allows NIRA to reuse the de-
ployment effort of IPv6.

We note that the choice of route encoding is independent of
other design modules of NIRA. Alternatively, we could use a
sequence of IPv4 addresses to represent a domain-level route.
This will make NIRA compatible with the current IPv4 archi-
tecture. We chose to use IPv6 addresses because we consider it
advantageous to use a source and a destination address to repre-
sent a common type of route. Even if IPv6 does not completely
replace IPv4 in the future, NIRA can be adapted to use a se-
quence of IPv4 addresses to represent the routes in the part of
the network that uses IPv4 addresses. Users can still learn those
routes from TIPP.

Fig. 2 shows an example of NIRA’s address scheme. In this
and all other examples, we represent an address and an address
prefix using the IPv6 notation as described in [14], where “::”
represents a variable number of contiguous zeros, and “:” is a
separator that separates every 16-bit piece. An address prefix is
represented in the format address/prefix length. In this example,
the tier-1 providers obtains a globally unique address prefix
1::/16. Non-overlapping subdivisions of the prefix are allocated
downwards the provider-tree rooted at . ’s customer ,

, and each gets a subdivision of 1::/16: 1:1::/32, 1:2::/32,
1:3::/32, and recursively allocate the subdivisions of the prefixes
to their customers: , , and . A user in , Bob, gets
two hierarchical addresses allocated from the tier-1 providers:
1:1:1::1000 and 1:2:1::1000.

We further extend the provider-rooted hierarchical address al-
location mechanism and assign a noncore-visible address space
to a domain-level peering link outside the Core. Each peer ob-
tains an address prefix from the noncore-visible address space.
A provider that has a peering address prefix will also recursively

allocate the subdivisions of the address prefix to its customers.
The peering address is noncore-visible in the sense that they are
not propagated into the Core.

For instance, in Fig. 2, a noncore-visible peering prefix
FFFF::/16 is allocated to the peering link between and

. gets the address prefix FFFF:1::/32, and gets the
address prefix FFFF:2::/32. Recursively, and allocate
subdivisions of the address prefixes to their customers ,

, and . Domain gets a prefix FFFF:1:1::/48, and the
user Bob in domain gets a noncore-visible peering address
FFFF:1:1::1000.

With this addressing scheme, a user can use a source and
a destination address to represent a valley-free route. The se-
quence of the providers that allocate the source address maps to
the uphill route segment; similarly, the sequence of the providers
that allocate the destination address maps to the downhill seg-
ment. A user Bob may use the source address 1:1:1::1000 and
the destination address 1:3:1::2000 to represent the route

.
With the hierarchical address allocation scheme, one can infer

the provider-customer relationship from the address prefixes a
domain has. We do not think it will become a deployment ob-
stacle because this relationship can be largely inferred today
[24], [57].

D. Bootstrap a Communication

To bootstrap a communication, a user also needs to know
what routes a destination is allowed to use. Similar to bootstrap-
ping a communication in today’s Internet, in which a user ob-
tains the IP address of a destination, a user can obtain this in-
formation via multiple approaches, e.g., a directory lookup, a
web search, or out of band communication. In our design, we
propose an infrastructure service, the NRLS to map the name
of a destination to the route segments the destination is allowed
to use. NRLS is a separate design module. Our design does not
constrain the form of the name space or the implementation of
the NRLS service. The namespace can be hierarchical like the
domain name service (DNS) [39], or flat as proposed in [7], or
take any other form that is used in the future Internet. Similarly,
the implementation can either be hierarchical, or flat [13], or a
mixture [28].

If an end system wants to be reached by other hosts, it stores
its route segments together with its preference at an NRLS
server. With the encoding scheme described in Section II-C, the
routes a destination can use are encoded as addresses. When a
user intends to communicate with a destination, the user queries
the NRLS to retrieve the route information of the destination,
similar to querying a DNS server in today’s Internet. Com-
bining his route information with that of the destination, a user
is able to choose a source and a destination address to reach
the destination. Two users may exchange subsequent packets
to negotiate a better route.

If the domain-level topology changes, a user’s provider-level
routes may change. TIPP will notify a user of these changes.
When a server’s provider-level routes or its route preference
changes, it needs to update its NRLS record. This process is
similar to dynamic DNS [64] updates or other directory ser-
vice updates. NRLS can use any mechanism that secures DNS
updates (or other directory service updates) [29], [65] to pro-
vide security to NRLS updates. We do not think NRLS updates

NIRA: New Internet Routing Arch.

• Each host gets multiple 
addresses

• (up to) one per path to 
the core

• Route identified by 
(source, dest) address 
pair

• Advantages, 
disadvantages?

[Yang, Clark, Berger, ToN ’07]

[Figure from Yang et al.]



Pathlet routing

• Idea: separate route computation from the network

• Refined idea: enable 

[Godfrey, Ganichev, Shenker Stoica, SIGCOMM ’09]



Flexibility for users

Separate route computation from the network

or,

make the route a parameter to the network interface
rather than choosing it within the network.



The policy problem

• Current IP: very limited interface

• Even if a provider wants to offer 
many paths, no convenient way to 
represent it

• Even in principle, can’t just let 
sources use any path!

• Network owners have policies for 
how their networks may be used

X



Our policy solution

Route in a virtual topology
which can flexibly represent

policy constraints.



Pathlet routing

vnode virtual node

pathlet fragment of a path:
a sequence of vnodes

Source routing over pathlets.

virtual graph:
flexible way to define 

policy constraints

provides many path 
choices for senders



vnodes

vnode: virtual node
within an AS

Walla Walla New York

San Diego Roosterville

Crumstown



vnodes

vnode: virtual node
within an AS

designated ingress vnode 
for each neighbor

Internally: a forwarding 
table at one or more 
routers

router

router
router



Pathlets

7

2

3
... ...
3 push 7,2; fwd to B

delivered!

Forwarding table

7,2

2
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Packet route field



So what?

For network owners,
flexibility to define
how the network

can be used.

For users,
flexibility to choose
paths or services.



ingress from 
a provider

ingress from
a customer

“Local transit” policies

“customers 
can route to 
anyone;
anyone can 
route to 
customers”

provider provider

customer customer

egress to
a customer

egress to
a provider

(Forwarding table size: 3 + #neighbors)

e.g., all valley free routes



Flexible granularity

A

B

C

BA

AS
BGP 
announcement 
message

CBA

ACBA
X

Router

filtered!

cut

BGP Pathlet routing

cut
cut



Flexible policies

128.2.0.0/16



Flexible policies



Flexible policies

128.2.0.0/16



Design for variation

Design for variation in outcome, so that 
the outcome can be different in 
different places, and the tussle takes 
place within the design, not by 
distorting or violating it.

Clark, Wroclawski, 
Sollins & Braden, 2002
“Tussle in Cyberspace”

“

”
––



Policy flexibility analysis

Feedback-based
routing

Strict
source routing

Pathlet routing

NIRA

Routing deflections,
path splicingLISP

BGP

MIRO

Loose
source routing



So what?

For network owners,
flexibility to define
how the network

can be used.

For users,
flexibility to choose
paths or services.



Choice for senders

source destination



Improved connectivity

BGP-style

LT policies

Mixed

Doing better is an Internet 
economics problem!
(Prices on pathlets?)



Data plane scaling

Internet forwarding table size [Huston ’09]

BGP & other 
traditional protocols:
one entry per IP prefix

How many will
there be in the future?
• deaggregation for 

traffic engineering
• IPv6 deployment
• extra tables for VPNs
• need to plan 3-5 years 

ahead



Tiny forwarding tables

Forwarding table size CDF

BGP

pathlet routing,
valley-free
LT policies

current Internet 
(CAIDA/APNIC):

295,564 entries:
one per IP prefix

2,264 entries, max
8.48 entries, mean:
one per locally-
created pathlet     
= 3 + #neighbors



Dissemination

• Global gossip fine, except for scalability

• So, let routers choose not to disseminate 
some pathlets

• Leads to (ironic) use of path vector –– only 
for pathlet dissemination, not route selection



Control overhead

2.23x more messages,
1.61x more memory

in LT than PV 

This can likely be
improved.



Unanswered questions

• Can we more scalably disseminate pathlets?

• One way: NIRA’s approach

• Can users select paths quickly and well?

• What economic models incentivize ISPs to 
actually offer multiple paths?

• Valancius et al.: MINT [ReArch’08]



What’s next

• Wireless networks

• ZigZag decoding
• Error estimation coding

• Delay & disruption tolerant networks

• Project papers due in just 19 days

• Thanksgiving


